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31.1  Introduction 

Morality regulates individual behavior so that it complies with community interests (Curry et al., 
2019; Haidt, 2001; Hechter & Opp, 2001). Humans achieve this regulation by motivating and 
deterring certain behaviors through the imposition of norms – instructions of how one should or 
should not act in a particular context (Fehr & Fischbacher, 2004; Sripada & Stich, 2006) – and, if 
a norm is violated, by levying sanctions (Alexander, 1987; Bicchieri, 2006). This chapter 
examines the mental and behavioral processes that facilitate human living in moral communities 
and how these processes might be represented computationally and ultimately engineered in 
embodied agents. 

Computational work on morality arises from two major sources. One is empirical moral 
science, which accumulates knowledge about a variety of phenomena of human morality, such as 
moral decision making, judgment, and emotions. Resulting computational work tries to model 
and explain these human phenomena. The second source is philosophical ethics, which has for 
millennia discussed moral principles by which humans should live. Resulting computational 
work is often labeled machine ethics, which is the attempt to create artificial agents with moral 
capacities reflecting one or more of the ethical theories. A brief discussion of these two sources 
will ground the subsequent discussion of computational morality. 

31.2  A Map of Moral Phenomena 

A variety of moral phenomena have been studied in moral science, and Figure 31.1 provides a 
map to distinguish them. 
 



 

Figure 31.1 Five major moral phenomena: moral behavior (including moral decision 
making), moral judgments, moral emotions, moral sanctions, and moral 
communication. 

31.2.1 Five Moral Phenomena 

Moral behavior includes, first, intentional actions that conform to, violate, or exceed moral 
standards. These actions rely on moral decisions – understood as conscious choices among paths 
of action to comply with moral standards (Kohlberg, 1984; Turiel, 2002). Second, many morally 
significant behaviors are unintentional, such as recklessness, preventable accidents, or 
unintended side effects (Laurent et al., 2016; Weiner, 2001). Computational models, however, 
have focused strongly on moral decision making and action. 

In contrast to the agent perspective of moral behavior, moral judgments are made from an 
observer perspective: people appraise an event, behavior, or person in light of moral standards. 
Research has identified at least four classes of moral judgment, which differ primarily in what 
they judge and what information they process (Cushman, 2008; Malle, 2021) – distinctions that 
have important implications for computational modeling. In brief, evaluations can be made about 
intentional and unintentional behavior, persons, events – anything that could be compared to a 
normative standard; and they broadly assess how good or bad the judged object is. Norm 
judgments focus on actions and declare whether a given action falls under a norm – whether it is 
prohibited, obligated, or permitted. Moral wrongness judgments declare that an action violated a 
relevant norm, but they are also sensitive to the person’s reasons for acting, and some reasons 
can provide a justification, making the action no longer wrong. Finally, blame judgments 
criticize a person for an intention, action, or unintentional outcome. Of all moral judgments, 
blame integrates the most information – about the norms that were violated, the agent’s causal 
involvement, whether the agent acted intentionally or not; if so, what the agent’s reasons were 
for acting; and if not, whether the agent could have and should have prevented the unintentional 
event (Alicke, 2000; Malle et al., 2014; Shaver, 1985). In contrast to computational models of 
moral decision making, models of moral judgment are quite rare, but a rich set of problems is 
ready to be tackled. 



A third prominent moral phenomenon is moral emotions. After a long period in which 
morality was predominantly treated as a cognitive phenomenon, the early twenty-first century 
saw a rise of interest in morality’s emotional aspects – moral emotions as results of moral 
judgment (e.g., sympathy and anger; Weiner, 2001), as capacities of regulation (e.g., guilt, 
shame, and empathy; Eisenberg, 2000; Tangney & Dearing, 2002), as causes of moral judgment 
(Alicke, 2000; Prinz, 2006), or as competing with moral reasoning (Cushman et al., 2010). 
Computational work on emotions has only begun to emerge in the last decade. 

Whereas moral judgments and emotions are typically in the observer’s head, moral 
sanctions are social acts that express a judgment or emotion and attempt to regulate the violator’s 
future behavior, most prominently in the form of punishment. Moral communication 
encompasses a variety of social acts, including moral praise and criticism, justification and 
apology, statements of remorse and forgiveness. Both sanctions and communication, as social 
behaviors, have been hardly modeled computationally, but a rich array of opportunities awaits. 

31.2.2 Norms as a Foundation 

A growing consensus in empirical moral science is that the above phenomena are moral not by 
virtue of a special brain circuit or unique cognitive mechanism, but by virtue of applying 
fundamental processes of human decision making, judgment, emotions, and so on to moral 
matters – which are matters of human behavior governed by moral norms (e.g., Bartels et al., 
2015; Bicchieri, 2006). Without knowledge of the relevant norms of a community, people could 
not judge how bad a certain outcome is; decide what is the right or wrong decision; or even know 
whether to feel sad or resentful. Thus, any computational model of human morality must 
incorporate an analysis of norms. 

What are norms? The following working definition of norms integrates a number of 
previous proposals (Bicchieri, 2006; Brennan et al., 2013; Cialdini et al., 1991; Gibbs, 1965; 
Malle et al., 2017): 

A norm is an instruction, in a given community, to (not) perform a 
behavior in a given context, provided that a sufficient number of individuals in the 
community 
(i) demand, to a certain degree, of each other to follow the instruction and 
(ii) do in fact follow this instruction. 

This definition has five components, < S, C, A, Df, P >. A norm N always exists relative to a 
social community S in which that norm holds (Hechter & Opp, 2001; Sachdeva et al., 2011). It 
operates on a particular behavior B (thus being more specific than, say, abstract values like 
freedom or justice), and it operates in a given context C (Aarts & Dijksterhuis, 2003; Bartels et 
al., 2015). Further, the norm comes with a deontic modality D (e.g., prescription, prohibition), 
which has a force parameter f, expressing the strength of the norm (Heider, 1958, Chapter 8; 
Malle, 2020). Finally, a norm has a prevalence P, which indicates how consistently community 
members adhere to the norm (Bicchieri, 2006; Cialdini et al., 1991). These properties of norms 
will re-emerge in a number of the subsequent sections. 



31.3  Philosophical Ethics 

Artificial moral agents must be capable of acting, and more importantly, of choosing the “right” 
action to perform in a given situation. This will often involve assessing the moral goodness or 
badness of actions or outcomes: an activity associated with consequentialist and deontological 
ideas in philosophical ethics. What follows are brief overviews of two popular schools of ethical 
thought: deontology and consequentialism, along with some of their challenging implications. 
Where appropriate, computational models or analyses will be mentioned. Alternative ethical 
theories such as virtue ethics are only beginning to be explored from a computational perspective 
(Govindarajulu et al., 2019; Howard & Muntean, 2017), but aspects of its core idea of moral 
habit learning have recently resurfaced in reinforcement learning frameworks of moral decision 
making, discussed in more detail in Section 31.4.2.2. 

31.3.1 Deontological Ethics 

Broadly, deontological ethics concerns itself with the moral status and motivation for individual 
acts. Most famously, this is illustrated in the moral philosophy of Immanuel Kant. Kant’s two 
primary imperatives evaluate the status of a moral rule by whether (1) the reasoner would want 
every other agent to abide by it, and (2) whether or not it uses other autonomous, rational agents 
as pure means to achieve a desired end. Kant’s philosophy is framed against the background of 
the will acting out of duty to the moral law. This may be understood as an agent who desires to 
keep the moral law, and recognizes the rational benefit in doing so as opposed to giving in to 
other irrational or nonrational inclinations. A discussion of whether machines might ever be 
Kantian in this sense can be found in Powers (2006). Recent empirical results lend support to the 
idea that universalization, the principle stated in the first of Kant’s two primary imperatives, is 
consistent with spontaneous moral judgments made by adults (Levine et al., 2020). 

Deontology is often associated solely with Kant’s moral philosophy, but it also finds 
expression in the contractualism of John Rawls that takes moral acts to be the ones that we 
would all agree ought to be done if we were ignorant of our place in the social hierarchy when 
performing them (Scanlon, 1998). A computational example of Rawlsian ethical decision 
making can be found in Leben (2017), with some preliminary empirical evidence for 
contractarian judgments in humans to be found in Levine et al. (2018). Also in this group is the 
theory of W. D. Ross (1930) that considers maximizing the good as one of a plurality of prima 
facie duties, each of which can outweigh the others in different situational contexts. A well-
known implementation of prima facie duties is the MedEthEx system (Anderson & Anderson, 
2006), which uses expert bioethical analysis of dilemma cases to seed a case-based reasoning 
system that can offer advice on novel ethical cases. From the cases and the expert decisions, 
MedEthEx attempts to learn how to order priorities for a set of duties: Respect for Autonomy, 
Nonmaleficence, Beneficence, and Justice, which are then used in searching for the best action to 
perform in novel cases that are deemed similar to those in the database. Both natural law and 
Divine command theories are also deontological in nature, grounding right action in 
conformance to God-given moral imperatives (Quinn, 1978) such as the Judeo-Christian Ten 
Commandments, the latter having been given an initial logical formalization and computational 
treatment (Bringsjord & Taylor, 2012). 



31.3.2 Consequentialist Ethics 

Consequentialism or teleological ethics, broadly speaking, is the idea that actions are to be 
evaluated solely in terms of their outcomes or their “goods.” This is at odds with deontological 
theories that evaluate action in terms of what is right to do. The most well-known variety of 
consequentialism is act utilitarianism, due to J. S. Mill, who fixes value on pleasure, equating 
utility with the amount of pleasure less the amount of pain experienced by individuals. Applied 
to ethics, this takes moral decision making to be the process of determining the action that results 
in the most utility for the greatest number of people. 

Other conceptions of value can be found in rule utilitarianism and preference 
utilitarianism. Rule utilitarianism takes right action to be conformant to rules that lead to the 
greatest good. Rule utilitarianism is exceptionless, and inherits many of the same 
counterexamples that plague deontological frameworks. Exception-tolerant versions of rule 
utilitarianism have been developed, but they have been criticized on the grounds of collapsing 
into act utilitarianism when the number of exceptions becomes large. A discussion of rule-
utilitarianism and its advantages for building artificial moral agents can be found in Bauer 
(2020). Preference utilitarianism takes actions to be morally right that best fulfill the preferences 
(i.e., interests, desires) of others. Naturally, questions arise as to how to weigh the preferences of 
those involved in a moral decision if they should conflict, introducing a new set of ethical 
challenges. Recently, preference utilitarianism has been promoted in AI ethics research under the 
banner of value alignment (Russell, 2019) as a way to prevent threats to humans from 
superintelligent machines, should we ever be successful at engineering them. Preference 
utilitarianism is not without its problems. If the vast majority of a group desire that members of 
another group die, and this wins the competition of preference satisfaction, preference 
utilitarianism would recommend a machine to engage in extermination. 

31.3.3 Computational Challenges 

Each of the ethical theories has difficulties that have been explored by philosophers, legal 
scholars, and others (Brundage, 2014). All theories share the serious implementation issue of 
how to frame a moral decision problem. For example, how many agents should a Kantian, 
Rawlsian, or utilitarian algorithm take into consideration while computing aggregate welfare? 
The normative frameworks themselves are silent, leaving the modeler to introduce extra-
normative constraints, possibly from psychology, to help guide computation. Taken at face 
value, utilitarian theories impose an enormous epistemic burden in the form of thinking about 
vast numbers of agents and the factors that impact their collective welfare, under enormous 
uncertainty over virtually infinite time horizons. Low-probability, high-value states are washed 
out in utility computations. A simplified analysis of the scaling difficulties for both utilitarian 
and (some) deontological theories is given in Brundage (2014). Apart from scaling difficulties, 
both deontological and (some) utilitarian theories face the possibility of impasses in inference. 
For example, preference-based utilitarian algorithms may encounter a situation where agents 
under consideration have incompatible preferences that must somehow be resolved. However, 
the type of impasse most thoroughly explored in the literature is that of conflict between norms, 
which has become something of a research area unto itself among deontologists (see Section 
31.4.1.4). 



31.4  Moral Decision Making 

Computational models of moral decision making have been inspired by philosophical ethics to 
build general-purpose algorithms for selecting ethical actions and by descriptive work in the 
cognitive and social sciences of normative behavior. Many of the resulting efforts have taken 
rule-based approaches, often grounded in formal logic. These will be reviewed first, followed by 
brief discussions of case-based reasoning, recent reinforcement learning frameworks, and the 
cognitive science of moral dilemmas. 

31.4.1 Rule-Based Approaches 

Formal logic has had an outsized influence on the development of rule-based approaches to 
moral decision making. In a very early paper, Shoham and Tennenholtz (1995) describe well-
known problems with distributed collections of robotic agents trying to co-exist in an 
environment. Prior approaches to handling situations where collective behavior led to poor 
outcomes (e.g., collisions between moving robots) relied upon agent-to-agent communication 
and negotiation techniques. Doing so incurs a large computational burden on each agent, which 
can be reduced if all agents follow social laws, leading to a proposal for a language of social 
constraints to be used by multi-agent systems that is a precursor to richer and more explicit 
specification of norms. A start on such explicit specification was outlined by several authors who 
insisted (1) that norms were not to be modeled as hard constraints and (2) that agents are to be 
“autonomous” they should have the opportunity to learn, reason over, negotiate, accept, reject, 
abide by, and violate norms in order to have “some degree of control” over their actions 
(Castelfranchi et al., 2000). 

31.4.1.1 Deontic Logic 

These needs found partial satisfaction in the theoretical development and computational 
treatment of various modal logics of belief, desire, intention, and obligation. In particular, the 
development of deontic logic (Von Wright, 1951), which captures the relationships between 
obligation, forbiddance, and permission, has been an inspiration to researchers in the multi-agent 
systems communities who seek to build norm-governed, agent-based simulations. Deontic logics 
are differentiated in two ways: first, by different sets of axioms that provide inference rules to 
transform premises into justified conclusions; second, by the syntax and semantics of deontic 
terms such as obligation, forbiddance, and permission, resulting in different semantic machinery 
for evaluating deontic inferences. For example, obligations, permissions, and forbiddances are 

typically represented as , , and , where  is a well-formed formula. However, 
the exploration of various well-known deontic paradoxes (Carmo & Jones, 2002; van der Torre 
& Tan, 1997) has led to the development of dyadic deontic logics (Prakken & Sergot, 1997), 

where basic syntax for deontic terms looks like , meaning that if a then  is obligated. 
Thus, certain deontic logics capture the context specificity of norms that has been established 
empirically (Aarts & Dijksterhuis, 2003). Semantic differences between standard and dyadic 
deontic logics are beyond the scope of this chapter, but interested readers are directed to the 
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more thorough explanations found in Goble (2003). For a discussion of a highly expressive 
family of multi-operator deontic logics and an automated reasoning technology in which they 
have been encoded, see Govindarajulu et al. (2019). 

31.4.1.2 Belief-Desire-Intention Frameworks 

Agents are not only sets of obligations, but rather have beliefs, desires, and intentions (BDI) that 
guide their practical reasoning and facilitate action. Much of the foundational work on normative 
multi-agent systems leans heavily on the view of rational agency or practical reasoning promoted 
by philosophers such as Bratman (1987), and formalized by Rao and Georgeff (1991). For a 
review, see Meyer et al. (2015). A typical BDI agent maintains a set of beliefs, desires, and 
intentions that are reasoned over, along with a plan library. Practical reasoning begins with 
perception that updates the current set of the agent’s beliefs, examines the current deliberation, 
and looks at the top of the stack of active intentions. It searches its plan library for an action plan 
with a post-condition (outcome) that matches the content of the intention. Candidate plans are 
then winnowed down by matching the set of necessary pre-conditions for each against the 
agent’s current set of beliefs about the state of the world and how it meets the preconditions. The 
contents of plans that survive the matching process become intended actions, which are then 
executed (Bordini et al., 2007), while unfulfilled intentions are kept in a stack. The original BDI 
framework was developed as a logic of rational agency, but a number of BDI logic-conformant 
implementations have been successfully used to solve real-world problems (Dastani, 2008; 
D’Inverno et al., 2004; Rao, 1996). Normative extensions to the BDI framework have been used 
in multi-agent simulations; however, robust implementations in real-world agents (e.g., swarm 
robots) have not been attempted. 

Logical representations of norms and accompanying BDI-style agents come with the very 
obvious advantage that their computations are inspectable, facilitating attempts at building 
artificial moral agents capable of explaining their decisions. In principle, computational logics 
offer certain attractive guarantees regarding the correctness of the conclusions that they draw. On 
the other hand, they have a number of disadvantages as well. BDI and deontic logics are modal 
logics as opposed to the more well-known first-order logic that has been a staple of AI research 
since the inception of the field. Modal logics are substantially more difficult to automate, with 
only a handful of very recent attempts offering a path forward (Benzmüller, 2019). Effectively, 
all of the work in the BDI tradition discussed here uses encoding schemes that capture at most a 
fragment of BDI logic in first-order logic in order to keep computation tractable. Importantly, 
these fragments do not typically allow for nesting of modal operators, thus leaving beliefs about 
beliefs (for example) out of play. Nested expressions are critical for theory of mind, or the ability 
for one agent to reason about the mental states of others – a central ability for complex moral 
judgment. 

31.4.1.3 Focus on Norms: The EMIL-I-A Architecture 

As a matter of psychological reality, norms are central to human moral decision making. One of 
the most elaborate models of such norm-based moral decision making is the EMIL family of 
architectures, which consists of implemented computational architectures that have been used to 
explore how self-interested agents might achieve significant degrees of co-operation in a social 



community. These moral decisions are modeled as being deeply guided by social and moral 
norms. One central tenet of the EMIL-I-A architecture, which is a member of the EMIL family, 
is that norms are not just external forces in the community but can become internalized in an 
agent (Andrighetto et al., 2010a). In this process, the cognitive maintenance of a norm becomes 
detached from external rewards and punishment, eventually resulting in often automatic 
behavioral responses that are norm-conforming while still allowing the agent deliberation and 
control if necessary. Simulation studies of iterated Prisoner’s dilemma games have shown that 
agents capable of internalizing norms, in contrast with traditional strategic (decision-theoretic) 
agents, maintain co-operation even when punishment is rare or unlikely (Realpe-Gómez et al., 
2018). 

Enabling such internalization of norms, the EMIL-I-A architecture (where the I-A stands 
for Internalizing Agent) embeds norm representations within a BDI framework, with intimate 
interactions between norm recognition, normative beliefs, and normative goals Andrighetto et al. 
(2010) . The underlying cognitive model of norms draws on the definition of a norm as being a 
prescription that members of a society generally comply with (Ullmann-Margalit, 1977); but 
Andrighetto and colleagues added the proviso that when a prescription spreads within a society, 
it gives raise to shared normative beliefs and goals among its members. “Normative beliefs” are 
mental representations that a given action has a normative status (i.e., being obligated, 
prohibited, etc.) for a given set of agents in a particular context. The authors complement these 
normative beliefs with “normative goals,” defined as “the will to perform an action because and 
to the extent that this is believed to be prescribed by a norm” (Andrighetto et al., 2010a, p. 327). 
Thus, EMIL-I-A addresses three features of the earlier presented working definition of human 
norms (see Section 31.2.2): deontic modality/status (D), context-specificity (C), and community-
relativity (S). 

Another concept that connects Andrighetto et al.’s work with the psychological reality of 
humans norms is their notion of norm “salience” (Andrighetto, Brandts, et al., 2013; Conte et al., 
2013). In earlier work, salience was defined as a norm’s “degree of activation,” in close affinity 
to social psychological work that showed norms guide behavior when they are, at that moment, 
on the agent’s mind (Aarts & Dijksterhuis, 2003; Lindenberg, 2013). Then salience expanded to 
“the degree of activity and importance of a norm” (Andrighetto et al., 2010b, p. 329). And most 
recently, it became “the perceived degree of importance and strength of a norm” (Andrighetto, 
Castelfranchi, et al., 2013, p. 145). These components of salience seem to map onto the deontic 
force parameter Df and the prevalence parameter P, respectively, in Section 31.2.2’s working 
definition of norms, although combined into a single EMIL-I-A parameter. 

In sum, few models of norm-conforming decision making are as well aligned with 
concepts of human moral psychology as EMIL-I-A, and the type of multi-agent simulations used 
to explore EMIL-I-A’s capabilities are valuable (e.g., Realpe-Gómez et al., 2018). However, 
they do fall short of what would be required of a robotic system interacting with people in the 
real world. . 

31.4.1.4 Norm Conflict Resolution 

Considerable efforts have gone into computational solutions to one of the core features of moral 
decision making: that norms can conflict and such conflicts must be resolved. An extensive 
survey by Santos et al. (2017) catalogues over fifty approaches to detecting and/or resolving 
norm conflicts in multi-agent systems (MAS). Outside the MAS literature, several other 



approaches to norm conflict resolution exist. Thagard (1998) proposed multiple-constraint 
satisfaction processes (“coherence”) among competing normative propositions. Guarini (2007) 
critiques this approach at multiple levels, including its lack of psychological realism and 
difficulties of using coherence criteria for the justification of moral claims. Numerous 
argumentation frameworks (Dung, 1995) have been developed to resolve conflicts between 
plans, when each plan favors different goals and norms. Competing plans are evaluated by 
aggregating arguments for (e.g., norms adhered to) and arguments against them (e.g., norms 
violated), heeding the counted number of fulfilled goals and norms, as well as preference 
orderings among them (Shams et al., 2020). A strength of this framework is that it delivers 
justifications for the reasoner’s moral decisions, something that is increasingly recognized as 
essential in moral communication. A weakness is that its resolution criteria – counts of fulfilled 
goal/norms and preference orderings among them – can contradict one another, demanding yet 
new conflict resolution. 

Conflicts among resolution criteria may be avoidable with a continuous deontic force 
parameter for norms (akin to Df), such as used by Kasenberg & Scheutz (2018). The model relies 
on linear temporal logic and Markov decision processes to represent acts and consequences 
probabilistically, and it minimizes a cost function in which violating more important norms 
accrues higher costs. Strengths of the proposal include the ability to handle uncertainty about 
consequences and the ability to provide justifications for the decisions. A weakness, which the 
authors admit, is that the mathematical machinery does not scale well to even moderate numbers 
of norms. Scalability is also a challenge for approaches that use formal verification methods to 
select least norm-violating plans among multiple conflicting ones (e.g., (Dennis et al., 2016)). 

There is surprisingly little empirical research on human norm conflict resolution 
(Broeders et al., 2011; Holyoak & Powell, 2016). The considerable computational work on this 
topic might inspire new experiments and psychological theories, which in turn may help refine 
the computational models. 

31.4.2 Other Approaches to Moral Decision Making 

While logical reasoning and traditional approaches to planning and acting have been central to 
computational modeling of moral decision making in AI, they have not been the only avenues 
explored. Much of applied ethics and the law focuses on the analysis of cases, and how to apply 
judgments produced in the past to a current case. More recently, learning-based approaches to 
moral decision making have been explored in cognitive science primarily using reinforcement 
learning as a unifying framework. Both of these approaches are briefly explored next. 

31.4.2.1 Moral Decision Making Using Cases 

The MedEthEx system uses inductive logic programming to first extract principles from cases 
previously judged by expert ethicists and then test them on yet further cases until a set of 
principles are generated that best cover expert judgment across the widest number of cases 
(Anderson et al., 2006). Being an implementation of prima facie duties, the cases were marked 
up with tuples, consisting of each duty and an integer representing how violated or satisfied the 
duty was judged to be by the expert analysis. This is a fascinating mix of learning with more 
traditional rule-based reasoning, but the approach suffers from reduction to integers of abstract 



duties such as “beneficence,” which are rather richly textured and difficult to apply to concrete 
actions in context. 

Other case-based approaches eschew generalizing over larger numbers of cases and 
specifically acknowledge that the abstract and complex nature of moral principles are still 
beyond comprehensibility for machines. The combination of Truth-Teller and SIROCCO, 
developed specifically to be ethical decision-aides, retrieve past cases or newly generated 
hypothetical cases to compare against a current problem of interest (McLaren, 2006). Truth-
Teller focuses primarily on case comparison, where each case details a dilemma in which a 
choice between performing an action or not is supported by respective sets of reasons. 
Comparison is performed at the level of reason content, meaning that reasons can be stronger or 
weaker than other reasons, or not comparable at all. SIROCCO was developed to draw cases out 
of memory to feed the case-comparison process described previously. Interestingly, the retrieval 
process is two-step, with surface-level comparisons computed first before deep structure 
mapping is applied to more promising candidates. This two-stage process is reminiscent of the 
MAC/FAC model of analogical retrieval pioneered by Forbus et al. (1995), which has substantial 
empirical support. A combination of Truth-Teller and SIROCCO adjudicate conflicting reasons 
before providing an analysis to support the human decision maker. 

Finally, cases have been employed to examine a fundamental question in the study of 
philosophical ethics: whether there are general ethical principles at all. One can imagine that, in 
the limit, every morally charged situation or case has an analysis all of its own. This is a highly 
oversimplified description of moral particularism, which assumes, in contrast to moral 
generalism, that there are no abstract principles that exist across cases (Dancy, 2009). One 
corollary of particularism is that moral case classification ought to be impossible, as should 
generalization to new cases, since both classification and generalization rely on the notion of 
learned regularities. Guarini (2010) employed connectionist modeling techniques to explore 
exactly these issues. Interestingly, case classification could be achieved in relatively simple 
feedforward and recurrent neural architectures. However, Guarini points out that re-classification 
of a decided case, upon being given an objection or further information, almost certainly requires 
general rules. 

31.4.2.2 Reinforcement Learning 

A recent addition to the computational toolbox of moral decision making are reinforcement 
learning (RL) approaches (Abel et al., 2016; Crockett, 2013; Cushman, 2013). In short, these 
approaches conceptualize decision making as a sequence of actions that are transitions from one 
state of the environment to the next. The algorithms need feedback from the environment 
(“rewards”) on the state transitions, generating a “reward function.” The system can then find an 
optimal sequence of actions (“policy”) that maximizes rewards over some time horizon. Two 
attractive features characterize these approaches. The first is that systems choose among possible 
actions using a unified valuation (reward) function, which some suggest is compatible with 
cognitive and neural evidence about human decision making generally, not just moral decision 



making (Haas, 2020).1 A second advantage is that RL models are by nature capable of learning – 
both bottom-up learning from observation or exploration (Hadfield-Menell et al., 2016) and 
dynamic updating of initial top-down settings (e.g., a starting set of rules; Malle et al., 2020). 
Additional features worth mentioning are that RL models are highly suitable for context-specific 
norm activation (because all actions are individuated relative to a situation or “state”), that 
reward functions may be able to represent graded deontic forces of norms (Rosen et al., 2022) 
and they are able to internalize norm-guided actions and execute them reflexively, in line with 
the popular two-systems view of moral cognition (Cushman, 2013). 

RL approaches to moral decision making also have disadvantages. First, they are 
conceptually lean, lacking important concepts such as intentionality, reasons, or justification, so 
the agent does not in any way understand why it acts as it does and cannot explain its decisions to 
others (Arnold et al., 2017). Such concepts and processes may be grafted onto the RL algorithms 
(e.g., actions with certain beliefs and desires are rewarded differently from actions with other 
beliefs and desires). Indeed, Arnold et al. suggest one such hybrid model, in which the 
representational format is a modal logic but learning occurs within an RL framework. 

A second limitation of RL models is their complete reliance on external feedback. This 
feedback, and therefore the system’s reward function, may be the reflection of a teacher’s 
personal preferences, not the reflection of a community’s norm system, and the RL agent would 
not know the difference. Further, because an RL agent’s actions “are strictly determined by the 
reward signal or signals in the environment” (Haas, 2020, p. 238), the system is unable to 
maintain previously learned norms in light of novel input from “bad actors.” Without significant 
filtering of external feedback (e.g., by assessing soure reliability or community agreement), a 
pure RL agent would quickly adopt the worst behaviors of those it learns from.  

31.4.2.3 Decision Making in Moral Dilemmas 

Philosophers have used moral dilemmas to pit ethical theories against each other, such as in the 
well-known trolley dilemma, which contrasts utilitarian with deontological reasoning (Foot, 
1967): A train has lost control and is destined to kill five people. Is it permissible to switch it 
onto another track where the five people can be saved but one person is killed? And if one had to 
push a heavy person off a footbridge to stop the train, would that be permissible? Utilitarians 
would say yes; deontologists would say no. 

Results of numerous studies (Christensen & Gomila, 2012) suggest that people are 
neither utilitarians nor deontologists, but in the course of this research it became clear that 
people’s moral decisions are deeply influenced by the distinction between intended and 
unintended (merely foreseen) consequences. Most people find it morally acceptable to cause a 
person to die if it saves five people and the death is not intended, merely an unavoidable side 
effect of the decision. By contrast, intentionally using the person as a means to stop the train and 
save the people is not acceptable. People’s moral preferences are in line here with the Principle 
of Double Effect (Aquinas, 2003). Double-effect reasoning depends critically on a fairly 
sophisticated capacity for causal and counterfactual reasoning, but formal representation and 

 
1	This	does	not	imply	an	automatic	commitment	to	utilitarianism	as	a	classic	ethical	

theory,	as	the	optimal	policy	can	minimize	rule	violations,	maximize	utility	calculations,	or	
both.	



computation of such reasoning has recently seen significant progress (Govindarajulu & 
Bringsjord, 2017; Pereira & Saptawijaya, 2017). 

Psychological and neural scientists have adopted trolley dilemmas to draw a contrast 
between two psychological processes believed to underlie moral decision making: reason vs. 
emotion. Greene (2007) proposed a competition model according to which people have 
immediate aversive emotional reactions to certain violations (e.g., pushing and killing a person) 
but also engage in conscious reasoning (e.g., deliberating about the number of people saved), 
which can temper their emotional reaction. Initial brain imaging evidence and reaction time data 
seemed to support this dual-process theory (Greene et al., 2001, 2008), but it has faced numerous 
challenges more recently (e.g., Gürçay & Baron, 2017; Royzman et al., 2011; Sauer, 2012). 

On the computational side, Bretz and Sun (2018) used the computational cognitive 
architecture Clarion to model moral decision making in variants of the trolley dilemma. 
Integrating implicit and explicit cognitive processes with motivational processes, rather than a 
simple emotion–reason duality, they offered a compelling account of empirical studies by 
Greene et al. (2009). However, those studies measured moral judgments (e.g., “Is it morally 
acceptable for [agent] to…”), not moral decisions. This is common in the moral dilemma 
literature, though direct comparisons suggest that judgment and decision measures sometimes do 
not lead to the same results (Francis et al., 2016; Gold et al., 2015; Schaich Borg et al., 2006). 

The way to overcome the confound is to model what is common in decisions and 
judgments. Mikhail (2008) suggests that a fundamental conceptual structure of human action 
underlies moral and legal judgment and decision making. This structure relates acts, means, 
ends, and side effects to each other in ways that, according to Mikhail, form the top-level 
computations of moral reasoning. There is recent evidence that humans do represent moral 
behavior in such structures (Levine et al., 2018), but the structures operate over concrete actions 
governed by context-specific norms, leaving powerful processes still unaccounted for. 

31.5   Moral Judgment 

When making moral judgments, people appraise events, behaviors, or persons in light of moral 
standards, with the canonical case being an observer’s judgment of another person’s behavior. 
Section 31.2.1 distinguished between four kinds of moral judgment: evaluations, norm 
judgments, wrongness judgments, and blame judgments. How can they be captured 
computationally? 

31.5.1 Evaluations 

Evaluations are the appraisal of events or behaviors as good or bad and form a building block of 
many cognitive architectures (e.g., ACT-R, Clarion). They also lie at the core of RL models of 
decision making, as the continuous “value” that actions acquire by virtue of the rewards they 
elicit. However, such action values are typically grounded in the agent’s subjective perspective, 
tied to personal preferences that agents develop in response to environmental feedback for their 
actions. This makes RL a candidate model for decision making, but moral evaluation demands a 
community perspective – assessing what counts as morally good or bad in this community, 
relative to its norms and values, not merely relative to the observer’s (or individual other 



people’s) personal preferences. Although RL algorithms can acquire value representations for 
actions that others perform (Cushman, 2013), it is not as obvious how they can distinguish 
between moral (community-based) and nonmoral (personal goal-based) value functions. 
Recently, RL models have emerged that try to integrate the community perspective into an 
agent’s value function (Abel et al., 2016), but the model does not yet distinguish between 
collective preferences (e.g., most people want coffee) and actual norms (e.g., one must stand in 
line at the coffee counter). 

31.5.2 Norm Judgments 

Norm judgments assess an action as permissible, obligatory, or forbidden, which requires 
retrieving the deontic modality and, likely, the deontic force of the norms that govern a given 
action. NorMAS systems (such as EMIL-I-A, discussed in Section 31.4.1.3) are able to model 
these judgments and often take into account the context specificity of norms, but less often their 
community specificity or community prevalence, and rarely the graded nature of norms. A 
challenge that all extant models face is that, in order to assess whether a particular action falls 
under a particular norm, the action must be identified under the description presupposed by the 
norm (e.g., “shake hands”). In many everyday settings, this identification requires segmenting, 
representing, and interpreting perceived behavior in terms of agency, causality, and mind – 
serious obstacles in state-of-the-art machine learning (Marcus & Davis, 2019; Pearl & 
Mackenzie, 2018). Most computational approaches therefore feed preprocessed information to 
their algorithms, with all of the interpretational work already done. 

One exception comes from Kleiman-Weiner et al. (2015), who focus on the moral 
perceiver’s inferences of another agent’s beliefs and intentions en route to permissibility 
judgments. In the context of trolley dilemmas, they model this process of third-person social-
moral cognition, thus speaking to moral judgments in dilemmas, not decisions (where trolley 
dilemmas are often located). Their account is based on an influence diagram (acyclic graph) 
representation of the causal dependencies among an agent’s decision options, the states each 
decision option causes, and their resulting utilities. Under the assumption that the agent 
maximizes utility given beliefs (and that utilities are based on desires and norms), the moral 
perceiver can infer which states the agent intended and which ones were side effects. Essentially 
conducting counterfactual double-effect reasoning, the model treats nodes as mere side effects 
just in case removing them from the causal structure (and the optimal policy) would not change 
the action taken by the agent. 

31.5.3 Judgments of Wrongness 

Wrongness judgments build on norm judgments but not only take intentionality into account but 
the agent’s specific reasons and justifications for the action (Cushman, 2008; Malle, 2021). 
Cushman (2013) proposed that wrongness judgments can be captured by model-free RL models, 
but the role of justification is not part of such a model, and Ayars (2016) maintained that a 
model-free RL agent cannot distinguish between morally wrong actions and simply dispreferred 
actions. Conitzer et al. (2017) propose that an AI system can learn to make moral wrongness 
judgments via a machine-learning approach: collect a large number of action-in-context stimuli, 



along with all their morally relevant features and labels that declare them to be morally wrong or 
not; then train a deep neural network to infer wrongness from features and generalize to new 
stimuli. If the initial stimulus collection is representative, such a network will be a practically 
useful prediction machine, but it is unlikely to be a model of the human cognitive process of 
wrongness judgments. 

31.5.4 Judgments of Blame 

Blame judgments go several steps beyond wrongness judgments, as they apply to both 
intentional and unintentional behavior (or outcomes) and process information about norms, 
causality, intentionality, justifications, and counterfactuals. Cognitive information processing 
models of blame have existed for many decades (see Guglielmo, 2015). The first computational 
model was developed by Shultz (1987). It required describing a violation as an input vector of 
binary information about harm, foreseeability, intention, and so on. The model then used thirty-
nine production rules to infer other judgments as output, primarily responsibility and blame. In 
effect, the system executed formalized representations of inferences such as “If harm was caused 
by A, was foreseen by A, … A is responsible.” This model redescribed, in more precise 
language, the best psychological theory of blame at the time, making it potentially amenable to 
automated reasoning in artificial agents. From the perspective of cognitive theory, however, such 
redescriptions do not substantially exceed insights gained from existing linear regression models 
of experimental data. 

Mao and Gratch (2012) offered a more elaborate model. The system performs dialogue 
analysis of short narratives that describe agents’ main actions, consequences, and speech acts, 
and it builds hierarchical plan representations using up to twenty-seven predicates, fifteen 
functions, and twenty-six inference rules, which capture concepts such as intends, believes, 
coercion, and causal responsibility. This expressiveness to represent the complex concepts and 
processes involved in blame judgments is a strength of the model, yet it still captures only a 
portion of this complexity, omitting elements such as justification and counterfactuals (e.g., 
obligations to prevent violations), and it culminates in only a qualitative assignment of who is to 
blame, rather than a graded judgment of how much blame the person deserves. 

Sileno et al. (2017) used simplicity theory (a variant of information theory) to represent 
concepts such as causal contribution, foreseeability, and intention in terms of the conditional 
expectedness of situations, given actions or other situations, along with a concept of emotion 
(akin to perceived value). An agent’s moral responsibility (in effect, blame) for an action is 
defined as a function of the resulting situation’s (dis)value, how much the action caused the 
situation, how much the agent foresaw it, and the complexity of description (which is not further 
clarified). A strength of the proposal is to consider uncertainty, continuous variables, and distinct 
points of view (e.g., what the agent knew vs. what an observer knows), thus hinting at a theory of 
mind capacity. However, it is unclear how some of the terms could be measured (e.g., the 
objective complexity of events) and, as with other models, some central concepts are omitted, 
such as moral norms (beyond personal desirability), the agent’s reasons for acting, or obligations 
to prevent violations. 

More technically refined but conceptually narrower is the formal treatment of 
blameworthiness by Halpern and Kleiman-Weiner (2018). Their concept of blame is, roughly, 
counterfactual causal responsibility for negative outcomes. This formalism handles the notion of 



preventability (blame increases if the person could have taken an alternative action that would 
have prevented the negative outcome) but would need to be augmented by a concept of norm to 
handle degrees of obligation to prevent. They also define intention within a utility maximizing 
framework, but they do not integrate intention and blame or handle reasons and their 
justification. 

These preliminary models of moral judgments provide promising starting points, and it 
now becomes imperative to account for the full range of information that humans process and the 
full range of moral judgments they form. Future models may aggregate separate components into 
a processing hierarchy (e.g., RL for evaluation, extended BOID for wrongness, all the way to a 
hybrid for blame) and connect them to the complex nonmoral capacities of theory of mind and 
causal-counterfactual reasoning. 

31.6  Other Moral Phenomena 

Compared to moral decision making and moral judgment, computational work on the remaining 
moral phenomena outlined in Figure 31.1 has been sparse. Nonetheless, some promising starting 
points may accelerate development in the near future. 

31.6.1 Moral Emotions 

Affect and emotion can relate to morality in at least two ways. First, they can causally interact 
with moral phenomena. Here, computational work is sparse. Arkin & Ulam (2009) incorporated 
the emotion of guilt as a corrective process in a lethal autonomous weapon’s responses to the 
unintended harm it causes, improving its future decisions. Cervantes, Rodríguez, López, Ramos, 
& Robles (2016) proposed an ambitious model in which ethical decision making is strongly 
influenced by emotions, moods, and evaluative experiences. Though inspired by brain science, 
the model has not yet been shown to model any psychological data, and as a framework for 
artificial agents’ decision making, the computation of over two dozen parameters (assessed for 
each of many potential actions) appears daunting. 

Second, some emotions can themselves be moral. Such “moral emotions” include guilt 
and remorse as the clearest cases, but also disgust, anger, or sympathy. Though several 
computational models of emotions have been offered (for reviews see Kowalczuk & Czubenko, 
2016; Rosales, Rodríguez, & Ramos, 2019), models of specifically moral emotions are rare. 
Ferreira et al. (2013) coded moral emotions such as shame or reproach as reactions to norm 
violations. More extensively, Battaglino, Damiano, & Lombardo (2014) equipped a BDI 
architecture to assess not only whether the agent’s goals are achieved but also whether its values 
(e.g., honesty, loyalty, justice) are maintained. Emotions are constituted by combinations of the 
agent’s “appraisals” of behaviors or events as desirable, causal, or blameworthy (following the 
cognitive theory of emotions; Ortony et al., 1988). For example, failure to achieve a goal 
(appraised as undesirable) leads to “distress,” whereas threats to values (appraised as 
blameworthy) lead to “shame” if appraised as self-caused or “reproach” if appraised as caused by 
another agent. The intensity of the resulting emotion is proportional to the importance of the 
goals and/or values at stake. One advantage of such a system is its transparency, as it allows the 
agent to explain exactly why it “feels” a certain emotion (“because I didn’t achieve this very 



important goal and also went against one of my values…”). A disadvantage lies in its summative 
functions (see formulas in Battaglino et al., 2013), which permit disconcerting trade-offs, such as 
that fulfilling two goals can make up for one violated value. A general question, applicable to 
this and related models is what effective work the “emotion states” actually do, if they are 
merely linear functions of a number of nonemotional appraisals. One response is that, at the level 
of action guidance, they may be dispensable, but if the interwoven appraisals result in expressed 
emotions, such as remorse or gratitude, then humans interacting with such computational agents 
may better understand the agent and be more accepting of it. Whether a robot that expresses 
human-like emotions constitutes deceptive design is an important concern (Danaher, 2020). 

31.6.2 Moral Sanctions 

Moral sanctions include social blame, acts of shaming, and interpersonal or institutional 
punishment. There is some amount of empirical research on social blame (Balafoutas et al., 
2014) and shaming (e.g., Coricelli et al., 2014), whereas punishment responses have been studied 
somewhat more extensively and systematically, primarily using economic games (Zinchenko, 
2019). Sometimes they are computationally modeled as linear functions of the stimulus and role 
conditions – for example, degree of punishment = f(how much money a player takes away from 
another player); see Stallen et al. (2018). It is unclear how generalizable economic games with 
strangers are to the broad range of moral situations in ordinary life (Guala, 2012), so an 
expansion of research in this domain is needed. Studies do suggest that neural processes 
underlying sanctioning behavior are distinct from those underlying moral judgments (Buckholtz 
et al., 2015; Zinchenko, 2019). These neural models may be amenable to computational 
treatment, perhaps relatable to computational models of moral evaluation (Cervantes et al., 
2016). 

31.6.3 Moral Communication 

With increasing interactions between humans and artificial agents, the need to communicate 
about moral matters is increasing. Computational work in this domain, however, is sparse. Some 
authors have begun to model justifications as explanations of decisions that refer to norms 
(Kasenberg et al., 2019), and models based on argumentation logic are able to explain their 
resolutions to norm conflicts (Shams et al., 2020). Many other forms of moral communication 
have been left untouched, such as expressed moral criticism (which, computationally, would 
require both full-fledged moral judgment capacities and sophisticated communication and theory 
of mind skills), or apologies. Given the continued error-proneness of artificial agents, 
implementing capacities for effective apology would seem particularly useful. Psychological 
research has only recently begun to identify the decisive components of such effectiveness 
(Cerulo & Ruane, 2014; Slocum et al., 2011). Successful apologies must certainly build on 
theory of mind skills (simulating what would soften the other’s blame judgments) and discourse 
skills (e.g., foregrounding the victim). There is also evidence that apologies are most successful 
when the apologizing offender incurs a cost, such as through atoning actions (Ohtsubo et al., 
2018; Watanabe & Laurent, 2020). It is an intriguing question how an artificial agent might 
convince humans that it incurred such a cost. 



31.7 Conclusion 

The wide diversity of moral phenomena poses significant challenges for empirical research and 
computational modeling. No single brain area or psychological mechanism exists that represents 
norms, selects moral actions, makes moral judgments, instantiates moral emotions, and conducts 
moral communication. In addition, moral processes build on almost the entire suite of human 
mental capacities – from attention to memory, from evaluation to causal perception, from 
counterfactual analysis to theory of mind. As a result, no one computational model, tool, or 
approach will be able to formalize and elucidate these diverse phenomena. This challenging 
situation, however, offers the opportunity to build the best computational tools for specific 
functions and phenomena and enable a fruitful confluence of many different schools of thought – 
logic, connectionism, probabilistic inference, reinforcement learning, and many more. The 
question should not be which model is correct but what an integrative model will look like. Such 
a model must pay close attention to the rapidly growing empirical science of morality and 
capture the distinctions and patterns that characterize human moral phenomena. Such a model 
will have significant innovative impact on moral science – by pointing to undiscovered relations 
and developing novel predictions, demanding new experiments and revisions to theory. And with 
such an integrative model, the goal of building artificial moral agents, for those who pursue it, 
will be more feasible, safer, and better attuned to human social reality. 
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